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Abstract— We explore the relation between the risk-sensitive
exponential (exponential of total cost) and Distributionally
Robust Reinforcement Learning objectives, and in doing so,
we unify some of the popular Reinforcement Learning algo-
rithms. Such equivalence (I) allows to understand a number
of well-known Reinforcement Learning algorithms from a
risk minimization perspective and (II) establishes the robust-
ness properties of risk-sensitive exponential objective in the
Reinforcement Learning context, which in turn provides a
theoretical justification for the robust performance of risk-
sensitive Reinforcement Learning algorithms in the literature.
The robustness of exponential criteria motivates risk-sensitizing
current risk-neutral Reinforcement Learning algorithms using
such criteria.

I. INTRODUCTION

Micromort [1] is a unit of risk that measures the risk of
day-to-day activities and defined as a one-in-a-million chance
of sudden death. A simple back of a napkin calculation based
on the motor vehicle fatality statistics published by National
Highway Traffic Safety Administration in the United States
shows that the chance of sudden death due to motor vehicle
crashes is a fraction of a Micromort per day. Yet, we all make
the decision to drive our personal transportation vehicles,
take public transportation, or ride with a friend without
almost any hesitation, and we choose to continue our lives
without too much regards for such possible (not very likely)
scenarios. Despite full knowledge of the possibility of such
unfortunate events, we do not even accept staying at home
or taking a walk as a viable option to prevent or reduce
our chances of getting involved in a fatal accident. We even
have gone to the extent to consider people who do plan their
lives based on such unlikely events as having irrational fear
and phobia. A Robust (worst-case) solution, e.g. H-infinity
and H2 control designs [2], is appealing since it provides
guarantees in the presence of uncertainty, however, a worst-
case objective might lead to overly conservative policies
that might render impractical for real-world applications.
To design practical algorithms with robust properties, Risk-
sensitive and Distributionally Robust (DR) objectives have
been proposed.

An agent that attempts to learn the model of a system
from a finite number of samples is bound to have estimation
error that might lead to sub-optimal policies. That is to say,
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the model can be identified only up to an uncertainty set.
The uncertainty in the model could also result from the gap
between the simulation environment (training environment)
and the real-world (test/deployment environment). Distribu-
tionally Robust algorithms find a policy so as to optimize the
system’s performance in view of the worst possible model
within the uncertainty set. Distributionally Robust objective
can be thought of as a risk measure (to be defined later)
and has close connections with the risk-sensitive exponential
criterion, yet another risk-measure, in Control literature.

Risk-sensitive decision-making provides a way to consider
risk and hedge against undesirable outcomes to an extent
appropriate for the occurrence probability of the outcomes
and their impacts, which leads to policies that are practical
and less conservative but have robust properties. The ro-
bustness properties of such risk-sensitive objectives are not
accidental and can be mathematically explored. It is intu-
itively understood that, for example, an extremely risk-averse
person who does not want to take any chances (absolutely
no chance) will need to plan for the worst-case scenario,
that is to say, it chooses a robust policy. The mathematical
equivalence of robust control and a certain limit of risk-
sensitive control (risk-sensitive exponential criterion) has
been long established for general non-linear systems in the
control literature [3]–[7].

Jacobson [8] introduced the risk-sensitive exponential of
integral criterion and solved the optimal state feedback
controller in the discrete-time linear-Gaussian systems with
Quadratic cost context (LEQG), which turned out to be
a linear function of the state, and further established an
equivalence with a deterministic dynamic game [8]. Speyer
et al. [9] solved the more general LEQG with an output
feedback controller. The connection between risk-sensitive
(exponential of integral) control and Robust control and their
dynamic game formulation, starting with Glover and Doyle
[10] for linear systems, has been long established for general
non-linear systems (both finite and infinite time horizon), and
general solution has been obtained (via the large deviation
limit as noise in stochastic problem tends to zero), which
is expressed as a coupled Ricatti equations, one forward in
time and the other backward in time [3]; By taking the small
noise (high-risk attitude) limit, a deterministic dynamic game
which is closely related to the robust control problem is
obtained. These results established that the exponential of
integral criterion does not need to be postulated, but instead
it emerges naturally from the mathematical analysis of robust
output feedback control, which in turn suggests that the risk-
sensitive control exhibits robustness.
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Reinforcement Learning (RL) algorithms provide a mech-
anism for autonomous agents to make decisions in un-
known or complex task environments. Classical (risk-neutral)
Reinforcement Learning [11] typically aims to optimize
a risk-neutral objective, that is, a long-run expectation,
such as cumulative cost of the system’s trajectory over the
planning horizon. Such risk-neutral Reinforcement Learning
algorithms are known for being dependent on the initial
condition and often brittle (non-robust) behavior. Classical
(risk-neutral) RL has adopted the perspective offered by the
utility maximization theory of von Neumann–Morgenstern
[12], and yet Prospect Theory [13] has long established that
humans do not make decisions based on an expectation and
consider the risk that their decision might bare. Risk-neutral
algorithms might lead to significant performance degradation
since rare but catastrophic events are ignored.

In order to design autonomous decision systems with some
degree of assurance of meeting specifications, numerous
approaches including a host of Risk-sensitive [14]–[17] and
robust [18]–[22] methods, as well as various postulated
regularized objectives, such as KL regularization [23], [24]
or entropy regularization [25]–[28], and relating methods,
such as PPO [29], TRPO [30] and MPO [31], have been
investigated in the literature.

We explore the relation between risk-sensitive Reinforce-
ment Learning with exponential (exponential in total system
trajectory cost) criterion and the Distributionally Robust
Reinforcement Learning objective, which in turn establishes
the risk-sensitive exponential exhibits robustness. This (I)
allows to understand a number of well-known RL algorithms
from a risk minimization perspective and (II) provides a
theoretical justification for the robust performance of risk-
sensitive algorithms in the literature. The experimental ev-
idence of the robust and improved performance of risk-
sensitive exponential criteria has been shown in the literature,
e.g. see [17], [32]. Such equivalence motivates the use of ex-
ponential criterion and risk-sensitizing current RL algorithms
using this criterion.

II. PRELIMINARIES

A. Reinforcement Learning and Markov Decision Processes

In Reinforcement Learning, the interactive environment
can be modeled as a Markov Decision Process (MDP). An
MDP is a tuple M:=(S ,A , p(s1),P,c,γ), where S and A
are the state space and the action space respectively, and may,
in general, be discrete or continuous. To avoid any potential
technicality, e.g. all possible peculiarities of how the member
sets are defined, we assume both the state and the action
spaces are finite, however, we expect all our results to extend
to continuous spaces as well. The distribution p(s1) is the
initial state distribution, which prescribes the probability of
starting in a state s1∈S ; the function P : S×A →∆(S ),
with ∆(S ) denoting the space of probability distribution on
S , is the transition kernel, which prescribes probability of
transitioning to a successor state st+1∈S by taking an action
at∈A when in state st∈S ; the function c : S×A →R is the
cost function which defines the task in hand by assigning

a real-valued cost to each state-action pair; the constant
γ∈(0,1] is a discount factor.

The behaviour of the agent in the environment
is characterized by its policy. A (randomized) policy
π(a|s):S×A →∆(A ) is a probability distribution over ac-
tion space given a state, which prescribes the probability of
taking an action a ∈ A when in state s ∈ S ; ∆(A ) is the
space of probability distributions on the action space A .

At each time-step, the agent perceives the state envi-
ronment st∈S and takes an action at∈A according to a
policy π(·|st). Upon the execution of the action at , the
system transitions to a successor state st+1 according to the
transition probability p(st+1|st ,at). Then, the agent incurs a
cost ct :=c(st ,at).

A system’s trajectory up to time t is denoted by τt and
is the sequence of states and actions that system takes from
the start to time t τt :=(s1,a1,s2,a2, · · · ,at−1,st). For brevity,
we denote the system’s trajectory over an episode by τ:=τT ,
where T is the length of the episode (the time-horizon). The
episode length T is a random variable that determines the
time step at which the system reaches a terminal state or
meets a stop condition.

The agents’ policy and the system transition probabilities
induce a trajectory distribution, a probability distribution over
the sequence of states and actions, i.e. space of possible
system’s trajectories T . The probability distribution induced
over the space of system’s trajectories by following the policy
π in an environment with transition kernel P is denoted by
ρπ,P(τ) and is given by

ρπ,P(τ) := p(s1)
T

∏
t=1

p(st+1|st ,at)π(at |st) (1)

In classical RL, the objective typically is to minimize
a risk-neutral objective on a class of policies Π, that is,
expectation of some long-run average, such as expected
discounted cumulative cost, i.e.,

J(π) := Eτ∼ρπ,P

[
CT (τ)

]
(2)

where CT (τ):=∑
T
t=1 γ tc(st ,at) is the total discounted cost and

Eτ∼ρπ,P [·] denotes the expectation taken over the system’s
trajectory generated by following the policy π in an envi-
ronment with transition kernel P.

The risk-sensitive exponential (exponential of total cost)
criterion with a risk parameter β is given by

Jβ (π) :=
1
β

logEτ∼ρπ,P

[
eβCT (τ)

]
(3)

where β∈R is a real constant parameter. A positive risk
parameter β>0 corresponds to a risk-averse behaviour and
a negative risk parameter β<0 corresponds to a risk-seeking
behaviour.

To provide guarantees, a robust MDP considers the case
where the transition probability is determined in an adver-
sarial way, that is, when action a is taken at state s, the
transition probability p(·|s,a) can be an arbitrary element of
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some uncertainty set U(p(·|s,a)). Thus, the Distributionally
Robust objective is given by

JDR(π) := max
P̂∈U(P)

Eτ∼ρ
π,P̂

[
CT (τ)

]
(4)

where U(P) is the the uncertainty set given the transition
kernel P, which defines the uncertainty set for each state-
action pair, i.e., U(p(·|s,a)). For example, model-based RL
approaches, which first learn the system model and then use
the learned model to find the optimal policy, are bound to
have model estimation errors when the model is learned from
a finite number of samples. Note that the samples for the
worst-case trajectories are not attainable by the agent.

B. Reinforcement Learning and Measure Theory

Recall that T is the space of all possible trajectories
(scenarios), which in general, may be a finite set or an infinite
set depending on the state space and the action space. The
assumption of finite state and actions spaces leads to a finite
space of trajectories. Let F be a σ -algebra on the space of
all possible trajectories T . Also, recall that the total cost over
a trajectory is a mapping from the space of all trajectories to
the reals C : T → R where CT (τ) is the total cost over the
systems’ trajectory when the trajectory τ ∈ T is realized—
that is, C is a random variable. Let C be a given linear
space (vector space) of such random variables C : T → R
which contains the constants, e.g., Lp(T ,F ,ρπ,P) where
1 ≤ p ≤ ∞. Of particular interest is the space of all bounded
random variables, i.e., C=L∞(T ,F ,ρπ,P).

Each realization of the system’s trajectory τ has a prob-
ability of occurrence and an impact. The impact is the cost
associated with the trajectory CT (τ) which defines the task
in hand and the agent has no influence on it. However, the
probability distribution over the space of trajectories ρπ,P
(cf. Eq. (1)) can be manipulated by the agent via its policy.
The distribution is induced over the space of trajectories by
the environment transition probabilities, which the agent also
has no influence on, and the agent’s policy. A risk measure
provides a partial ranking over the space of policies based on
the impact of the trajectories and the probability distribution
that the policy induces over the space of trajectories. Note
that J, Jβ , and JDR (cf. Eq. (2)-(4)), are functions from the
linear space of random variables to reals, i.e., C → R, that
is to say, are risk measures.

Let (T ,F ,ρπ,P) be a probability triple and C be the
space of random variables defined on T . A risk measure
is a mapping from the space of random variables to the
reals, i.e., C → R, e.g. Jβ when the policy π is given. A
risk measure is said to be Convex [33] if and only if the
axioms of (1) monotonicity, (2) translation invariance, and
(3) convexity hold which are defined as follows, where we
highlight the dependence of the objective function Jβ on the
random variable C by explicitly using C as an argument to
the function, i.e., Jβ (π,C) (cf. Eq. (3)).

For all C and C′ ∈ C :
1) Monotonicity. For C ≤C′,

Jβ (π,C)≤ Jβ (π,C
′)

2) Translation Invariance. For m ∈ R,

Jβ (π,C+m) = Jβ (π,C)+m

3) Convexity. For 0 ≤ α ≤ 1,

Jβ (π,αC+(1−α)C′)≤αJπ,β (π,C)+(1−α)Jβ (π,C
′)

A convex risk measure is called coherent if and only if
in addition to the properties (1), (2), and (3), is positive
homogeneous, i.e.,

4) Positive Homogeneity. For α ≥ 0,

Jβ (π,αC) = αJβ (π,C)

It can be easily verified that the risk-sensitive exponential
criteria are convex but not coherent risk measures.

III. EXPONENTIAL CRITERIA

We explore the exponential criteria through the lens of
Large Deviation Theory and Game Theory. In doing so,
we derive what we need to connect exponential criteria to
Distributionally Robust objective

A. The Exponential Criteria and Large Deviation Theory

Risk-neutral objectives fail to take into account the effect
of significant trajectories with low probability which leads to
brittle algorithms and non-robustness. Optimizing the risk-
sensitive exponential criterion is equivalent to optimization
of the exponential rate of decay of the tail of the cost
distribution. That is to say, the exponential criteria take into
account the tail of the distribution.

Theorem 1: For a given positive risk parameter (risk-
aversion) β>0, the minimization of the risk-sensitive expo-
nential criterion (cf. Eq. (3)) is equivalent to the maximiza-
tion of the exponential rate of decay of the right tail of the
system’s trajectory cost distribution, that is, for a given β > 0
(risk-averse agent), there exist a constant ψ∈R such that

argmin
π

Jβ (π) = lim
T→∞

argmin
π

p(CT > ψ)

where p(CT > ψ) denotes the probability of CT>ψ . Simi-
larly, for a given negative risk parameter (risk-seeking) β<0,
the minimization of the risk-sensitive exponential criterion
(cf. Eq. (3)) is equivalent to minimization of the exponential
rate of decay of the left tail of the system’s trajectory cost
distribution, that is, for a given β < 0 (risk-seeking agent),
there exist a constant ψ such that

argmin
π

Jβ (π) = lim
T→∞

argmax
π

p(CT < ψ)

Proof: To see that, let P(Ct∈Ψ) be the probability that
the total cost over the system’s trajectory Ct takes on value in
a set Ψ. Then P(Ct∈Ψ) is said to satisfy a Large Deviation
Principle (LDP) with rate IΨ if the limit (5) exist.

lim
t→∞

1
t

log p(Ct ∈ Ψ) =−IΨ (5)

where IΨ = infψ∈Ψ I(ψ) is a positive constant and is called
the rate function. Thus, in small o notation, we have

1
t

log p(Ct ∈ Ψ) =−IΨ +o(1)
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that is to say, the dominant behaviour of P(Ct ∈ Ψ) is a
decaying exponential in t.

By The Gartner-Ellis theorem [34], if λπ(β ) exist, then

I(ψ) = sup
β∈R

{
βψ −λπ(β )

}
where

λπ(β ) = lim
t→∞

β

t
Jβ (π), Jβ (π) =

1
β

logEτ∼ρπ,P

[
eβCt

]
Thus,

1
t

logP(Ct ∈ Ψ) =− inf
ψ∈Ψ

sup
β∈R

{
βψ −λπ(β )

}
+o(1)

Then by noting that λπ is the Legendre-fenchel transform of
the rate function I, we have that for a given β>0 (resp. β<0
), there exist a set Ψ=[ψ̄,∞) (resp. Ψ=(−∞, ψ̄]) such that

1
t

log p(Ct ∈ Ψ) = λπ(β )−βψ̄ +o(1)

by using small o notation, i.e.,

1
t

log p(Ct ∈ Ψ) =
β

t
Jβ (π)−βψ̄ +o(1)

For more details on Large Deviation Theory, we direct the
reader to a recent tutorial on the subject [35].

From Theorem (1), it is clear that an increasing negative
value of β corresponds to a more optimistic (risk-seeking)
behavior and an increasing positive value of β corresponds
to a more pessimistic (risk-averse) behavior. The value β = 0
reduces the Jβ (π) to the risk-neutral expected value J(π).

B. The Exponential Criteria and Their Dual Representation

Minimizing the exponential criterion may be expressed
as a game formulation; a non-cooperative (min-max) game
for the positive risk-parameter (risk-averse agent) and a
cooperative (min-min) game for a negative risk-parameter
(risk-seeking agent). Such re-formulation is in agreement
with the intuition that a risk-averse agent is pessimistic and
views the environment as a force that acts against it, while
a risk-seeking agent is optimistic and views the environment
as a force that acts in his favor.

It is well-known that the risk-sensitive exponential crite-
rion (cf. Eq. (3)) for a positive risk parameter is a Convex
risk measure and has a robust dual representation [33].

Theorem 2: For a positive risk parameter β>0 (risk-
aversion), the risk-sensitive exponential criterion has a dual
representation given by

Jβ (π) = sup
π̂

{
Eτ∼ρπ̂,P

[
CT (τ)

]
− 1

|β |
D
(

ρπ̂,P,ρπ,P

)}
(6)

and for a negative risk parameter β<0 (risk-seeking) the dual
representation is given by

Jβ (π) = inf
π̂

{
Eτ∼ρπ̂,P

[
CT (τ)

]
+

1
|β |

D
(

ρπ̂,P,ρπ,P

)}
(7)

where

D(Q,P) =

{
EQ

[
log dQ

dP

]
if Q ≪ P

∞ otherwise

is the relative entropy of Q w.r.t. P (Kullback–Leibler (KL)
divergence of probability distribution Q from P), and the
support of ρπ̂,P is contained within the support of ρπ,P, that
is to say, ρπ̂,P is absolutely continuous with respect to ρπ,P.

Proof: Eq (6) and (7) are straightforward applications
of the dual representation theorem of convex risk measures.
The proof of the dual representation theorem relies on
properties of relative entropy. For detailed proof and the
general theory of dual representation of Convex and Coherent
risk measures, please see [33].

Note that the support of a probability distribution ρπ,P is
defined as the set {τ ∈ T |ρπ,P(τ)>0}.

Remark 1: by taking π = π̂ in the dual representation
(cf. Eq. (6) and (7)), it is clear that for β>0 (risk-averse)

Jβ (π)≥ J(π) ∀π ∈ Π

and for β<0 (risk-seeking) agent

Jβ (π)≤ J(π) ∀π ∈ Π

Also, the risk-neutral objective is a limit case of
the risk-sensitive exponential criterion as β → 0, i.e.,
limβ→0 Jβ (π)=J(π)

From Theorem (2), we have that for a positive risk param-
eter β>0 (risk-aversion), the minimization of risk-sensitive
criterion is equivalent to a non-cooperative (minimax) game
and for a negative risk parameter β<0 (risk-seeking) is
equivalent to a cooperative (minimin) game. To see that, take
the minimum over the policy class in the Eq. (6) and (7).

IV. COHERENT EXPONENTIAL CRITERION

We connect the Distributionally Robust object to a coher-
ent version of the exponential criteria which has an equiv-
alent optimization over policy to the exponential criteria.
Recall that the exponential criterion Jβ (cf. Eq. (3)) is convex
but not coherent. It can be made coherent by enforcing a
constraint. To that end, let’s construct an adjusted exponential
criterion Jβ ,α

c (π) given by

Jβ ,α
c (π) := Jβ (π)−

1
|β |

ln(α) 0 < α < 1

where Jβ (π):= 1
β

logEτ∼ρπ,P

[
eβCT (τ)

]
is the (convex) expo-

nential criterion (cf. Eq. (3)), and α is a constant parameter.
Note that the adjustment term 1

β
ln(α) is independent of

the policy. Thus, the optimal policy with respect to the
adjusted exponential criterion Jβ ,α

c (π) and the exponential
criterion Jβ (π) are the same. That is to say, the optimization
of the two objectives is equivalent.

The infimum of the adjusted exponential criterion over
the risk aversion parameter β > 0 is called Entropic Value
at Risk [36] with confidence ’1−α’, i.e.,

Jα

c+(π) := inf
β>0

Jβ ,α
c (π)

The Entropic Value at risk is a coherent risk measure and
as such has a dual representation given by [36]

Jα

c+(π) := sup
ρ̂

ρ̂∈{ρ̂≪ρ:D(ρ̂,ρ)<− lnα}

Eτ∼ρ̂

[
CT (τ)

]
(8)
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Remark 2: It is evident from Eq. (8) that the KL-
regularized and KL-constrained algorithms such TRPO [30]
and PPO [29] are attempts to iteratively optimize the convex
and coherent risk-sensitive criterion.

In a similar manner, it is straightforward to show that for a
given β<0 (risk-seeking) the coherent exponential criterion
is equivalent to

Jα

c−(π) = inf
ρ̂

ρ̂∈{ρ̂≪ρ:D(ρ̂,ρ)<− lnα}

Eτ∼ρπ,P

[
CT (τ)

]
(9)

We use Jα
c to refer to both Jα

c− and Jα

c+ at the same time. We
call Jα

c the coherent exponential criterion at level c [37].
The relation between the (convex) exponential criterion

and coherent exponential criterion for a positive risk param-
eter β > 0 is given by [37]

Jα

c+(π) = min
β>0

{
Jβ (π)−

lnα

β

}
and for a negative risk parameter β < 0 is given by

Jα

c−(π) = min
β<0

{
Jβ (π)+

lnα

β

}
V. DISTRIBUTIONALLY ROBUST

We show that the risk-averse agent has a distributionally
robust objective with a certain uncertainty set. Recall that
when the model of the system, i.e., the transition kernel P,
is known up to some uncertainty set U(P) and the objective
is to minimize the total cost over the system’s trajectory, the
Distributionally Robust (DR) Objective (cf. Eq. (4)), that is,
the worst-case Criteria with respect to the uncertainty set, is
given by

JDR(π) := max
P̂∈U(P)

Eτ∼ρ
π,P̂

[
CT (τ)

]
where CT (τ)=∑

T
t=1 γ tct is the total cost over the system

trajectory, and the expectation is taken with respect to the
policy π and the transition kernel P̂. We formally state this
connection in the following theorem.

Theorem 3: The coherent risk-sensitive exponential cri-
terion with a positive risk parameter β>0 (risk-aversion)
is equivalent to a distributionally robust objective with the
uncertainty set U(P) given by Eq. (10). That is to say,

Jα
c+ := max

P̂∈U(P)
Eτ∼ρ

π,P̂

[
CT (τ)

]
Furthermore, for a given negative risk-parameter β<0 (risk-
seeking)

Jα
c− = min

P̂∈U(P)
Eτ∼ρ

π,P̂

[
CT (τ)

]
where Jα

c+ and Jα
c− are the coherent risk-sensitive exponential

criterion for β>0 and β<0, respectively.
Proof: By lemma 3 in [38], given a policy π , we have

D(ρ
π,P̂,ρπ,P) = TEτ∼ρπ,P

[
D
(

p̂(·|s,a), p(·|s,a)
)]

Then, using the dual representation of the coherent risk
measure Jα

c (cf. Eq. (8) and (9)), we conclude that the

coherent exponential criterion for β>0 (risk-aversion) is a
Distributionally Robust objective with a certain uncertainty
set, i.e.,

U(P) =
{

P̂ : Eτ∼ρπ,P

[
D
(

p̂, p
)]

≤ − lnα

T

}
(10)

Remark 3: Theorem 3 states the relation between the
coherent risk-sensitive exponential criterion and the distri-
butionally robust RL objectives, and by doing so, establishes
the robustness property of the risk-sensitive exponential
criterion.

Remark 4: It is clear that the Uncertainty set U ′(P) given
by

U ′(P) =
{

P̂ : D(p̂(·|s,a), p(·|s,a))≤ − lnα

T
∀(s,a)

}
is a subset of the uncertainty set U(P). Thus,

Jα
c+(π)≥ max

P̂∈U ′(P)
Eτ∼ρ

π,P̂

[
CT (τ)

]
Jα

c−(π)≤ min
P̂∈U ′(P)

Eτ∼ρ
π,P̂

[
CT (τ)

]
VI. CONCLUSION

The robustness properties of the risk-sensitive exponential
criterion, coupled with its mathematical convenience, make
the exponential criterion (both convex and coherent versions)
the ideal objective for high-stakes and real-world applica-
tions. In the light of the connection between the risk-sensitive
exponential criterion and the regularized RL algorithms such
as TRPO and PPO, the high performance achieved by these
regularized algorithms are testimonies to the effectiveness of
algorithms based on the risk-sensitive exponential criterion.
Our theoretical results support the experimental observations
in the prior work and provides theoretical evidence that risk-
sensitizing current RL algorithms using exponential criterion
would lead to more reliable algorithms with better perfor-
mance.
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