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Abstract— Risk is an inherent component of any decision
making process under uncertain conditions, and failure to
consider risk may lead to significant performance degradation.
We present a policy gradient theorem for the Risk-sensitive
Control “exponential of integral” criteria, and propose a risk-
sensitive Monte Carlo policy gradient algorithm. Our simu-
lations, together with our theoretical analysis, show that the
use of the exponential criteria with an appropriately chosen
risk parameter not only results in a risk-sensitive policy, but
also reduces variance during learning process and accelerates
learning, which in turn results in a policy with higher expected
return— that is to say, risk-sensitiveness leads to sample
efficiency and improved performance.

I. INTRODUCTION

Policy gradient methods are Reinforcement Learning
(RL) algorithms in which a desired performance measure
is optimized with respect to paramtereized policies using
stochastic gradient descent/ascent [1]–[3]. On-policy Monte
Carlo policy gradient algorithms, e.g., REINFORCE [4], rely
on Monte-Carlo methods using episode samples to estimate
the gradient of the desired performance measure. Monte-
Carlo policy gradient estimates are unbiased estimates of the
gradient of the system’s performance measure, but suffer from
high variance. Such high variance estimates of the gradient
lead to high sample complexity and hinder learning, which
may limit the application of such methods, especially in real-
world scenarios where collecting a large number of samples
may be expensive, time-consuming, or complex.

Actor-critic methods [5], [6] attempt to reduce the variance
with replacing the Monte Carlo estimate with an estimate
based on the sampled return and a function approximator.
Actor-critic methods exhibit lower variance at the expense
of introducing bias from the function approximation, which
leads to instability and high sensitivity to hyperparameters.

To reduce variance while preserving the stability and
convergence properties of on-policy Monte Carlo policy
gradient algorithms, various variance reduction techniques
for policy gradient methods have been investigated in the
literature; with the goal to reduce the variance of the gradient
without introducing bias. The subtraction of an appropriately
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chosen baseline, both state-dependent [4], [7] and action-
dependent [3], [8]–[11] baselines, for variance reduction in
policy gradient have been studied extensively over the last
two decades. Use of action-dependent baselines and their
effectiveness in reducing the variance over state-dependent
baselines have been subject of much debate [12], so we
refrain from considering action-dependent baselines in this
work. Although an optimal state-dependent baseline exist
[13], it is typically hard to find.

In classical RL, the desired performance measure of the
system is usually a risk-neutral objective, i.e., expectation of
some log-run objective. A common example of risk-neutral
objective in RL literature is expected (discounted) cumulative
reward, i.e.

J(θ) := Eτ∼ρθ

[
R(τ)

]
(1)

where the expectation is taken w.r.t the distribution over
trajectories induced by following a policy (parameterized by
θ ) and R(τ) is the (discounted) sum of all rewards over the
trajectory τ . Risk-neutral RL has been extensively studied
and well-understood from both optimization and control
perspectives [7].

Managing risk is an essential component of any decision
making process. It has been established that humans decide
not only on the basis of maximizing the expected value of
some utility function, but also they consider the risk associated
with their decisions [14]. To manage the risk associated
with performance of the learned policy, RL agents need
to consider a risk-sensitive objective function, that is an
objective function that incorporates higher moments of the
return rather than only the expectation. Small, albeit growing,
number of results have investigated the risk-sensitive (risk-
aware) Reinforcement Learning, in which some notion of risk
has been incorporated into the system’s desired performance
measure [15]–[19].

The exponential criteria [20] is an example of a risk-
sensitive objective and is given by

Jβ (θ) := Eτ∼ρθ

[
β exp{βR(τ)}

]
(2)

where β ∈R is a constant design parameter. The exponential
criteria is well-understood in the context of risk-sensitive
control [20], [21], and is an attractive choice of performance
measure since it provides a natural way to control variance
and is also mathematically tractable and leads to intuitively
appealing results. The deeper relationship between robustness,
risk sensitivity and exponential of an integral type of criteria,
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can be found in our earlier work [22]–[26], where the expo-
nential of an integral criterion is not postulated but emerges
from the mathematical analysis of the output feedback robust
control problem (e.g. ”four block” and H-infinity problems.)

Optimization of risk-sensitive performance measures have a
long history, starting with Markowitz mean-variance Portfolio
Theory [27]. There have been growing number of results
investigating risk-sensitive policy search in recent years [15],
[17]–[19]. The conditional value at risk for policy search is
considered in [17]. In [15], [18], the variance is incorporated
to the optimization problem as the desired risk measure. In
[19], a policy gradient algorithm is developed for Entropic
risk measure, a risk measure similar to the exponential
risk measure with an additional logarithm in front, and its
performance is evaluated on a robotic task.

In this paper, we present a policy gradient theorem, which
parallels the classical Policy Gradient Theorem [1], for
the exponential criteria. We propose a Monte Carlo policy
gradient algorithm, which we call Risk-sensitive REINFORCE
since it has the same structure as standard REINFORCE
algorithm [4] with the difference that the returns in the policy
gradient expression are transformed by an exponential. We
show that using exponential criteria provides an inherent
baseline and adaptive step size. Our simulation results,
coupled with our theoretical analysis, show that using risk-
sensitive exponential criteria, in addition to resulting in
learning a risk-sensitive policy, has the effect to reduce the
variance during the learning process and accelerate learning
for policy gradient algorithms, leading to more practical and
sample efficient algorithms.

II. PRELIMINARIES

In this section, we present the basics of modeling a
Reinforcement Learning problem as a Markov Decision
Process and the details of on-policy Monte Carlo policy
gradient algorithm REINFORCE, and set our notation.

Reinforcement Learning studies a sequential decision
making problem in which an agent acts in a stochastic envi-
ronment with unknown dynamics by sequentially choosing
actions, so as to maximize a desired performance measure.
In Reinforcement Learning, the interactive environment is
modeled as a Markov Decision Process (MDP) [28]. An
MDP is a tuple M=(S ,A , p0,P,r,γ), where S is the
state space and A is the action space, which may each be
discrete or continuous; p0 is the initial state distribution;
P : S ×A → ∆(S ) is the transition kernel , which is
in general unknown, where ∆(S ) denotes the space of
probability distributions on S ; r : S ×A →R is the reward
function, defining a task; and γ ∈ [0,1) is a discounting factor.

In such environment, the behavior of an RL-agent is
characterized by its policy. A (randomized) policy π(·|s)
is a probability distribution over action space given the state,
which prescribes the probability of taking an action a ∈A
when in state s ∈S .

At each time-step t, when in state st , the RL-agent executes
an action at according to a differentiable parametrized policy
(possibly a Neural Network) π(·|st ;θ) where θ ∈ Rd is a

vector of d parameters. Upon the execution of the action,
the system transitions to a successor state st+1 according
to transition probability p(st+1|st ,at), unknown to the agent,
and the agent receives a reward rt := r(st ,at). In the setting
of finite horizon episodic RL, the agent aims to find a policy
that maximizes some desired performance measure, J(θ),
during an episode.

A trajectory τ is a sequence of states and actions. The
agents’ policy and the system transition probabilities induce
a trajectory distribution, a probability distribution over the
sequence of states and actions, i.e. the space of all possible
trajectories T . The probability distribution induced over the
space of trajectories by following the policy parameterized
by θ is denoted by ρθ (τ) and is given by

ρθ (τ) = p0

|τ|−1

∏
t=0

π(at |st ;θ)p(st+1|st ,at) (3)

A. REINFORCE

The standard REINFORCE algorithm [4] is a policy
gradient algorithm that seeks a stochastic policy π(a|s;θ), a
distribution over action space A given the system state s∈S ,
so as to maximize the expected cumulative (discounted)
reward, i.e.

max
θ

J(θ) := Eτ∼ρθ

[
R(τ)

]
(4)

where R(τ) = ∑
|τ|−1
t=0 γ tr(st ,at) is the trajectory’s total reward;

expectation is taken over space of trajectories T generated by
following the policy, i.e. s0 ∼ p0, at ∼ π(·|st ;θ) and st+1 ∼
p(·|st ,at). Thus, the optimal policy parameter can be obtained
iteratively by using gradient ascent as follows

θt+1 = θt +α∇̂J(θt) (5)

where α∈R is a constant step-size, i.e., learning rate, and
∇̂J(θt)∈Rd denotes an unbiased stochastic estimate of the
gradient of the system’s performance measure with respect
to the policy parameter θ .

The gradient of the (risk-neutral) objective of (4) with
respect to the policy parameters is given by Policy Gradient
theorem [1]

∇J(θ) ∝ Eτ∼ρθ

[
R(τ)

|τ|−1

∑
t=0

∇ logπθ (at |st ;θ)
]

(6)

The Monte Carlo estimation of the expectation in Eq. (6)
suffers from high variance. To reduce variance, by taking
advantage of the temporal structure of the problem and
causality, it can be shown that the gradient in terms of reward-
to-go Rt := ∑

|τ|−1
t ′=t γ t ′−tr(st ′ ,at ′) is given by,

∇J(θ) ∝ Eτ∼ρθ

[ |τ|−1

∑
t=0

Rt∇ logπθ (at |st ;θ)
]

(7)

Using Eq. (7), the update rule in standard REINFORCE
algorithm is obtained, i.e.,

θk+1 = θk +αRt
∇π(at |st ;θ)

π(at |st ;θ)
(8)
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Note that the Monte Carlo estimate of expectation in Eq. (7)
has a lower variance than that of the expectation in Eq. (6).
However, Monte Carlo estimates of both expectations in
Equations (6) and (7) typically have high variance and hinder
learning, especially in complex environments. A well-studied
variance reduction technique to reduce the variance associated
with the gradient estimations of (6) and (7) is the subtraction
of an appropriately chosen baseline, reducing the variance
without introducing bias. To that end, the policy gradient
theorem can be generalized to include a baseline, that is [7]

∇J(θ) ∝ Eτ∼ρθ

[ |τ|−1

∑
t=0

(
Rt −b(st)

)
∇ logπθ (at |st ;θ)

]
(9)

where b(st) is a state-dependent (action-independent) function.
While an optimal state-dependent baseline exist it is hard to
find [13]. One particularly common and popular baseline is
an estimate of the value function defined as

v(st) := Eτ∼ρθ
[Rt |st ]

The effect of action-dependent baselines over state-
dependent baselines is subject to much debate [12], so we
don’t consider action-dependent baselines here.

III. RISK-SENSITIVE REINFORCE

In this section, we state the Risk-sensitive Policy Gradient
Theorem, present the Risk-sensitive REINFORCE algorithm,
and offer a brief discussion on the characteristic of our
algorithm. We leave the proof of the theorem to the next
section.

Unlike standard REINFORCE, our algorithm incorporates
risk into the system’s performance measure by considering
the exponential criteria as the desired objective function to
be optimized, that is, the algorithm seeks to find a stochastic
policy, so as to maximize the exponential criteria, i.e.,

max
θ

Jβ (θ) := Eτ∼ρθ

[
βeβR(τ)

]
(10)

where R(τ) = ∑
|τ|−1
t=0 γ tr(st ,at); expectation is taken over

space of trajectories T generated by following a policy,
i.e. s0 ∼ p0, at ∼ π(·|st) and st+1 ∼ p(·|st ,at).

The parameter β controls the risk-sensitiveness of the
objective, i.e., trade-offs the maximization of the expectation
and minimization of risk. The exponential criteria may be
written in Taylor’s series as,

E
[
βeβR(τ)

]
= β +β

2E
[
R(τ)

]
+

β 3

2
E
[
R2(τ)

]
+ . . .

By inspection or simple calculation, we see that if the
rewards are always positive (resp. negative), for a negative
(resp. positive) β with small magnitude, the maximization
of the exponential criteria is approximately a trade-off
between the maximization of the risk-neutral objective and
minimization of the variance of the return. We assume the
reward is either always positive or always negative. This
assumption is not restrictive, since all the results in this
paper are invariant to addition or subtraction of a constant
from the rewards. Note that as the risk-sensitive parameter β

approaches zero the exponential objective (2) approaches the
risk-neutral objective (1), i.e., limβ→0 Jβ (θ)=J(θ).

The gradient of the exponential criteria can be written in
terms of an expectation w.r.t. trajectory generated by following
a policy, which we formally state in the following theorem.

Theorem 1 (Risk-sensitive Policy Gradient): The gra-
dient of the exponential criteria (2), Jβ (θ), with respect to
the policy parameter θ is given by

∇Jβ (θ) ∝ Eτ∼ρθ

[ |τ|−1

∑
t=0

βeβRt ∇ logπθ (at |st)
]

(11)

where Rt := ∑
|τ|−1
t ′=t γ t ′−tr(st ′ ,at ′) is the reward-to-go.

Proof: The proof is provided in section IV.
Remark 1: Note that in standard REINFORCE each

increment is proportional to the reward-to-go Rt , but in our
Risk-sensitive algorithm each increment is proportional to the
exponential of the reward-to-go. For example, for the case
of always positive (resp. negative) reward and negative (resp.
positive) risk parameter β , a very high (resp. low) reward
gets exponentially small (resp. large) weight resulting in a
risk-averse behaviour.

Remark 2: By substituting the exponential with its Taylor
series expansion, we can see that the risk-sensitive objective
provides a natural baseline. We empirically show such base-
line leads to significant variance reduction and acceleration
of learning process.

By Theorem 1, using Monte Carlo estimate of the expected
value, the update rule in our risk-sensitive REINFORCE is

θk+1 = θk +αβeβRt
∇π(at |st ;θ)

π(at |st ;θ)
(12)

We summarize our algorithm here. Note that besides the
red parts in the algorithm, the rest of the algorithm is identical
to standard REINFORCE algorithm.

Algorithm 1 Risk-sensitive REINFORCE

1: Input: a differentiable policy parametrization π(a|s;θ).
2: Algorithm parameters: step-size α>0, discount factor

γ>0, and the risk parameter β .
3: Initialization: Initialize policy parameters θ∈Rd .
4: while True do
5: Generate an episode following the policy π(·|·;θ),

i.e., s0∼p0, at∼π(·|st ;θ) and st+1∼p(·|st ,at),
generating a sequence of state-actions
s0,a0,. . . ,s|τ|−1,a|τ|−1

6: for t = 0 to |τ|−1 do
7: R← ∑

|τ|−1
t ′=t γ t ′−trt

8: θ ← θ +αβγ teR∇ logπ(at |st ;θ)
9: end for

10: end while

It is clear that the time and space complexity of this
algorithm is the same as standard REINFORCE algorithm.

Remark 3: Note that by inspection, it is clear that subtract-
ing a state-dependent baseline from exponentially transformed
returns in the Eq. (11) does not introduce bias to the
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expectation, for the same reasons that it did not introduce
bias in the case of risk neutral objective function. Thus, the
baseline technique can be applied to the exponential criteria
as well, and if appropriately chosen, may lead to further
variance reduction.

IV. PROOF OF THEOREM 1

In this section, we establish the Risk-sensitive Policy
Gradient theorem presented in theorem 1. To that end, using
the definition of expectation, the exponential objective can
be written as an a integral (summation for finite state and
action spaces) over all possible trajectories, that is,

Jβ (θ) = ∇

∫
ρθ (τ)exp{βR(τ)}dτ

Using the “log-trick”, the gradient of the Jβ (θ) with respect
to the policy parameter θ can be obtained as follows,

∇θ Jβ (θ) = βEτ∼ρθ

[
∇ logρθ (τ)exp{βR(τ)}

]
(13)

Recall that ρθ (τ)=p0 ∏
|τ|−1
t=0 π(at |st ;θ)p(st+1|st ,at). Thus,

by first taking the logarithm and then the gradient of both
sides, we have

∇ logρθ (τ) =
|τ|−1

∑
t=0

∇ logπ(at |st ;θ) (14)

For brevity, we use πt(θ):=π(at |st ;θ). Thus, by substituting
Eq. (14) in Eq. (13),

∇Jθ (θ) = βEτ∼ρθ

[ |τ|−1

∑
t=0

∇ logπt(θ)exp{βR(τ)}
]

(15)

Recall that R(τ) = ∑
|τ|−1
t=0 γ tr(st ,at). We also define

R−t :=∑
t−1
t ′=0 γ t ′r(st ,at) and R+

t :=∑
|τ|−1
t ′=t γ t ′r(st ′ ,at ′). Note that

R(τ)=R−t +R+
t , for all t. Using this fact and the property of

exponential, we have

∇Jθ (θ) = βEτ∼ρθ

[ |τ|−1

∑
t=0

∇ logπt(θ)eβR−t eβR+
t
]

(16)

By using the temporal structure of the problem and causality,
it can be argued that the rewards prior to time t are not
dependent on the actions that the policy will take in a future
state st , that is, R−t is independent of ∇ logπ(at |st ;θ). Thus,
by using the independence property, we have

∇Jθ (θ) = βEτ∼ρθ

[
eβR−t

]
Eτ∼ρθ

[ |τ|−1

∑
t=0

∇ logπt(θ)eβR+
t
]
(17)

Note that the first expectation is a constant, therefore,

∇Jθ (θ) ∝ βEτ∼ρθ

[ |τ|−1

∑
t=0

βeβRt ∇ logπt(θ)
]

(18)

where Rt :=∑
|τ|−1
t ′=t γ t ′−tr(st ′ ,at ′). �

Remark 4: From Eq. (17), we can see that the first term
on the right hand side of the equation provides an inherent
way of adjusting the step size, effectively making the constant
step size adaptive.

V. SIMULATIONS

To evaluate the effectiveness of our algorithm, we com-
pare it with the well-studied alternative variance reduction
technique of using state-dependent baseline for the policy gra-
dient algorithm REINFORCE on two classic Reinforcement
Learning problems of Cart-Pole and Acrobat. In each case,
we compare our algorithm to the standard REINFORCE
algorithm without a baseline, as well as REINFORCE
algorithm with value function as the baseline.

We use the same set of hyper-parameters, including learning
rate, for all algorithms in both problems. We emphasize that
the risk-sensitive hyper-parameter β has not been optimized.
We chose β close to zero to put a higher weight on the
importance of maximization of the expected return than
risk minimization. Recall that as the risk-sensitive parameter
β approaches zero, the exponential criteria approaches the
risk-neutral objective. Also recall that for environments with
always positive (resp. negative) reward structure, e.g. Cart-
pole (resp. Acrobot), a negative (resp. positive) close-to-
zero β approximately corresponds to a trade-off between
the maximization of the expectation and minimization of
variance.

A. Environments

1) Environment I: Cart-pole: Cart-pole problem is the
classical inverted pendulum control problem, in which the
agent is tasked to balance a pole mounted on a moving cart
by an un-actuated joint. The system is controlled by applying
a force to the cart in two opposite directions, right and left.
The episode ends when the pole is more than 15 degrees from
vertical, or the cart moves more than 2.4 units from the center.
The Cart-pole problem has a continuous state space with four
elements: position and velocity of the cart and angular position
and velocity of the pole. The Cart-pole has a discrete state
space with two possible actions, push-left and push-right. The
reward is +1 for each time-step that the pole kept balanced.
Note that the reward structure in this environment is always
positive. In the Cart pole, the algorithms are able to learn a
reasonably good policy reasonably fast and an episode could
potentially last indefinitely. Therefore, we use a version of
the environment that caps the maximum steps to 200 steps
and ends the episode if the learner manages to keep the pole
balanced for 200 steps.

2) Environment II: Acrobot: The Acrobot problem is a
double pendulum, with the joint between the two pendulum
links being actuated and the other joint being un-actuated.
The links are initially hanging downwards, and the goal is to
swing the end of the lower link up to at least a given height.
The system is controlled by applying a torque to the actuated
joint in two opposite directions, left and right, or by doing
nothing. The Acrobot problem has a continuous state space
which consists of the sin and cos of the rotational joint angles
and the joint angular velocities. The Acrobot environment
has a discrete action-space with three possible actions: left,
right, or do-nothing. The reward is −1 for each time-step
that the double pendulum has not reached the given height.
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(a) Cart-pole (b) Acrobot

Fig. 1: Comparison Risk-Sensitive REINFORCE with the standard REINFORCE algorithm (without a baseline) and with
value function as the baseline (a) in Cart-pole environment (on the left) and (b) Acrobot environment (on the right). All
the hyper-parameters are the same for all algorithms in both environments. The risk-sensitive parameter of Risk-sensitive
REINFORCE algorithm is set to β=−0.01 for Cartpole and β=0.01 for Acrobot. The risk-sensitive parameter has not been
optimized. Our algorithm (the green curve) has superior performance in both problems.

(a) Cart-pole (b) Acrobot

Fig. 2: Comparison of Risk-Sensitive REINFORCE algorithm performance for different values of risk-sensitive parameter in
(a) Cart-pole environment (on the left) and (b) Acrobot environment (on the right). The best performance is achieved for a
beta small enough to give appropriate weight to the expected value, but large enough to appropriately consider variance.
Note that the curve in orange (β= 0.01) is the curve used in figure 1.

B. Set-up and Results

The policy is parametrized using a fully connected Neural
Network with one hidden layer of 16 neurons and ReLu
activation function. The output layer is a softmax with the
number of neurons equal to the cardinality of the action space
with each output corresponding to the probability of taking
that action. The input layer has the number of neurons equal
to the cardinally of the state space in the problem. For the
estimation of Value function to be used as the baseline, we
use the same Neural Network architecture with only one
node in the output layer and with the Mean Squared Error
(MSE) between the predicted and actual returns as the loss
function. We use Adam optimizer to fit the neural networks.
We use a learning rate of α = 0.01 and a discount factor

of γ = 0.99 for all algorithms in both problems. We train
the agent for 2000 episodes with a batch size of 10 in both
environments. Then, we average the results for each episode
over 50 independent runs.

Our results for the Cart-pole environment are summarized
in Figure 1a and for the Acrobot environment in Figure 1b.
The results show our algorithm learns faster and has lower
variance than the other two algorithms, namely standard
REINFORCE without baseline and with value function as
the baseline. For the Acrobat problem, the REINFORCE
algorithm (with and without) baseline was unable to learn
any meaningful policy in 2000 episodes, while our algorithm
shows promising results.

To better understand the effects of the risk parameter β ,
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we ran our risk-sensitive algorithm with different values for
the parameter β in the Cart-pole, figure 2a, and Acrobot,
figure 2b, environments. The simulation results confirm
our theoretical understanding that for always positive (resp.
negative) reward of Cart-pole (resp. Acrobot) environments,
positive (resp. negative) values of β lead to divergent policies.
Also, value of β far from zero (either positive or negative)
put a high weight on the importance of risk minimization
which overwhelms the importance of the maximization of the
expected return and leads to policies with low performance.
However, sufficiently close to zero negative (resp. positive)
values of β for always positive (resp. negative) rewards of
Cart-pole (resp. Acrobot) put a significant enough weight on
the importance of maximization of the expected value and
consequently leads to learning a policy with a high expected
return and reduced variance, which leads to acceleration in
learning, sample efficiency, and improved performance in
terms of the expected return.

VI. CONCLUSION

We showed that using an exponential objective with
appropriately chosen risk parameter reduces the variance
during learning and accelerates learning. In addition, such
exponential performance measure results in a risk-aware
policy. We presented a policy gradient theorem for the risk-
sensitive exponential criteria and proposed a risk-sensitive
model-free RL algorithm using the exponential criteria.
Experimental evaluations of our methods, in comparison to
well-studied baseline technique, show promising results on the
two classical RL environments of Cart-pole and Acrobat. Our
algorithm learns faster and inhibits lower variance than the
baseline technique. This suggests that risk-sensitive objectives
for Reinforcement Learning deserves more attention and could
be a superior substitute for currently popular risk-neutral
objective from both practical and theoretical perspectives.
We suspect the exponential criteria could substitute the risk-
neutral objective in a host of RL algorithms. Future work will
focus on developing such algorithms for exponential criteria
and their natural relationship to game theoretic methods and
robustness [20], [25].
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