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Abstract— We develop new foundations for Robust Reinforce-
ment Learning for control, by exploring analytically the relation
between the KL-regularized Reinforcement Learning and the
Risk-sensitive Control “exponential of integral” criteria. We
establish that the maximization of the risk-sensitive exponential
criterion is equivalent to maximizing the KL-regularized objec-
tive jointly over the policy and the reference policy parameters.
We show that the iterative procedure for optimizing the KL-
regularized objective, by substituting the reference policy at
each iteration with the optimal policy parameter obtained from
the previous iteration, starting from some initial value, which is
at the core of a number of well-known Reinforcement Learning
algorithms, is an iterative approach for optimizing the risk-
sensitive control exponential of integral criterion. We provide
an interpretation of this iterative optimization procedure as
the use of Minorization-Maximization (MM) algorithms. We
offer a probabilistic interpretation of the iterative optimization
procedure using Probabilistic Graphical Models to motivate the
improved performance of such risk-sensitive objectives.

I. INTRODUCTION

Reinforcement Learning (RL) considers the problem of
computing a sequence of decisions under uncertainly in
unknown or complex environments, in which an agent ex-
ecutes actions in a sequential manner, so as to maximize
some desired performance measure [1]. Recent impressive
performance of RL algorithms in the domain of computer
games [2], starting with the DQN [3] algorithm, as well as
successful applications of RL systems in multiple domains,
such as robotics, traffic control, interactive education, and
health care, have brought RL to the forefront of current
research.

The desired performance measures considered in classical
Reinforcement Learning are typically risk-neutral objectives,
that is, an expectation of a long run objective, such as ex-
pected discounted or un-discounted cumulative return. Such
risk-neutral objectives have been investigated for many years
and been identified with multiple weaknesses, most notably,
sensitivity to initial conditions, often unstable behavior, and
non-robustness. Such issues hinder the use of Reinforcement
Learning systems in real-world applications, especially in
safety critical and high-stakes situations.

The regularized RL objectives such as the maximum
entropy [4]–[7] and Kullback–Leibler (KL)-divergence regu-
larization [8], [9] attempt to mitigate the issues associated
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with risk-neutral RL objectives by augmenting the risk-
neutral objective with a regularization term. The maximum
entropy augments the risk-neutral objective with the Shannon
entropy of the policy, and the KL-regularized objective uses
a KL divergence term between the policy and a reference
policy. Maximizing the maximum-entropy objective is equiv-
alent to the maximization of the KL-regularized objective
with a uniform distribution as the reference policy [9]. KL
regularization has shown promising results and is at the heart
of algorithms, such as Trust Region Policy Optimization
(TRPO) [10] and Maximum A Posteriori Policy Optimization
(MPO) [11].

The risk-sensitive RL objectives, that is, the objective
functions that incorporate some notion of risk, e.g., higher
moments of return as an example, into the objective function
have shown promising results in addressing some of the
issues associated with risk-neutral RL [12]–[16]. There has
been a small, albeit growing, number of results on risk-
sensitive RL, considering different risk-sensitive objectives,
such as the conditional value at risk [13], [14] and the vari-
ance [15], [17]. One particular such risk-sensitive objective is
the exponential criterion [18] which has been the cornerstone
of risk-sensitive control literature and has been substantially
studied over the last five decades [18]–[25]. The exponen-
tial criterion is a mathematically convenient and intuitively
appealing risk measure with a firm theoretical foundations
rooted in Large Deviation Theory. Most importantly, in our
prior work [21]–[25], we established that the exponential of
an integral criterion emerges from the mathematical analysis
of the so called “four block” or H-infinity output robust
control in its full generality. Further analytical development
of such mathematical analysis to the problems investigated
in the present paper will be presented elsewhere.

Markov Decision Processes (MDP) [26] and Probabilistic
Graphical Models (PGM) [27], [28] offer two alternative
methods for modeling a Reinforcement Learning problem.
The MDP framework has a rich tool-kit for dealing with
uncertainty [26], while the powerful exact and approximate
inference tools and the probabilistic perspective that PGM of-
fers have proved invaluable in design of efficient algorithms,
see [29] and references therein.

In this paper, we analytically explore the connection be-
tween the KL-regularized RL and the risk-sensitive RL with
exponential criteria using the MDP framework. We establish
that the maximization of the risk-sensitive exponential crite-
ria is equivalent to maximizing the KL-regularized objective
jointly over the policy parameters and the reference policy
parameters. Furthermore, we show that the iterative optimiza-
tion of KL-regularized objective at the core of well-known

2021 60th IEEE Conference on Decision and Control (CDC)
December 13-15, 2021. Austin, Texas

978-1-6654-3659-5/21/$31.00 ©2021 IEEE 2976

20
21

 6
0t

h 
IE

EE
 C

on
fe

re
nc

e 
on

 D
ec

is
io

n 
an

d 
C

on
tro

l (
C

D
C

) |
 9

78
-1

-6
65

4-
36

59
-5

/2
1/

$3
1.

00
 ©

20
21

 IE
EE

 | 
D

O
I: 

10
.1

10
9/

C
D

C
45

48
4.

20
21

.9
68

31
13

Authorized licensed use limited to: University of Maryland College Park. Downloaded on February 14,2022 at 17:21:22 UTC from IEEE Xplore.  Restrictions apply. 



algorithms such as TRPO and MPO is an iterative procedure
for maximizing the risk-sensitive exponential criteria and
also provide an interpretation of this iterative procedure as
the Minorization-Maximization scheme. Then, to motivate
the improved performance of such risk-sensitive objectives,
we offer a probabilistic interpretation of this procedure using
the PGM framework.

II. PRELIMINARIES

In this section, we present some background materials
on (I) Markov Decision Process (MDP) and (II) Proba-
bilistic Graphical Model (PGM) frameworks in the context
of Reinforcement Learning problems, introduce the KL-
regularized RL objective and exponential criteria, and set
our notation. In the next section (section III), we will use
the MDP framework to establish the relation between the
KL-regularized objective (cf. Eq. (3)) and the risk-sensitive
exponential criteria (cf. Eq. (4)). The last subsection of
section III uses the PGM framework to offer a probabilistic
perspective into the relationship between KL-regularized ob-
jective and the risk-sensitive exponential criteria and motivate
their improved performance over the risk-neutral objectives.

A. Markov Decision Processes
Reinforcement Learning problem is conventionally mod-

eled as a Markov Decision Process (MDP) [26]. An MDP is
a tuple M :=(S ,A , p1, p,r), where S is the state space
and A is the action space, which in general may each
be discrete or continuous; the distribution p1 is the initial
state distribution; the function p : S ×A → ∆(S ) is the
transition kernel, which is in general unknown. The function
r : S ×A → R is the reward function, which defines the
task in hand and is a exogenous signal to the system.

The agent’s behaviour is characterized by a (randomized)
policy π(·|s), which is a probability distribution over action
space given state, and prescribes the probability of taking an
action a ∈A when in state s ∈S .

At each time-step t, when in state st , the RL-agent executes
an action at according to a differentiable parametrized policy
πθ (·|st) where θ ∈ Rd is a vector of d parameters. Then,
the system transitions to a successor state st+1 according to
transition probability pst+1,st (at), and the agent receives a
reward rt := r(st ,at).

A trajectory τ is a sequence of states and actions, i.e.,
τ = {s1,a1,s2,a2,. . . ,sT ,aT ,sT+1}. The agents’ policy and
the system transition probabilities induce a trajectory dis-
tribution, a probability distribution over the space of all
trajectories T , which we denote by ρθ (τ), i.e.,

ρθ (τ) = p1

T

∏
t=1

πθ (at |st)pst+1,st (at) (1)

In the setting of finite horizon RL, the agent aims to find a
policy, so as to maximize the system’s performance measure
over a given horizon denoted by T . In risk-neutral RL, the
performance measure is a long-run expectation, such as the
undiscounted cumulative reward, i.e.,

J(θ) = Eτ∼ρθ

[
R(τ)

]
(2)

where the expectation is taken over the space of trajectories
T generated by following the policy, i.e. s1 ∼ p1, at ∼
πθ (·|st) and st+1 ∼ pst+1,st (at) and R(τ) := ∑

T
t=1 rt is the

(undiscounted) sum of all rewards during an episode. If
needed, a discount factor can be incorporated into the model
by modifying the transition dynamics, so that at each time-
step, the system transitions to a terminal absorbing state with
probability 1− γ and follows the original dynamics with
probability γ . Also, note that an infinite-horizon discounted
cumulative reward has an effective horizon, so the finite
horizon assumption is not restrictive.

The KL-regularized RL objective [8], [9], which augments
the risk-neutral RL objective with expected KL divergence
between the policy and a reference policy π0 (parametrized
by θ0) over the system’s trajectory is given by

Jλ
KL(θ ,θ0) := Eτ∼ρθ

[
R(τ)−λDKL

(
πθ (·|st),πθ0(·|st)

)]
(3)

where the expectation is taken under policy’s trajectory
distribution (parameterized by θ ), i.e., s1 ∼ p1, at ∼ πθ (·|st)
and st+1 ∼ pst+1,st (at), and

DKL(Q,P) =

{
EQ

[
log dQ

dP

]
if Q� P

∞ otherwise

is the Kullback–Leibler (KL) divergence between the two
probability distribution Q from P.

The regularization weight λ is a real value non-negative
constant. The weight λ is a design parameter that controls
the level of regularization. In a more precise view, Eq. (3)
represents a “scalarization” approach to the trade-off between
two performance metrics. This view has not been studied in
the literature. The reference parameter θ0 maybe given by
an expert, or in the absence of a close-to-optimal reference
policy, a host of RL algorithms, such as TRPO [10] and
MPO [11], have adopted an iterative scheme, in which at
each time-step, the reference policy parameter is fixed to
the policy parameter obtained from the previous time-step,
starting from some initial reference policy parameter, and
then optimizing the KL-regularized objective over the policy
parameter; repeating the two steps until convergence.

The KL-divergence regularization penalizes the distance
from the reference policy. Thus, the KL-regularized objective
of Eq. (3) maximizes the reward obtained over the system’s
trajectory while also stays close to a reference behaviour
characterized by the reference policy πθ0 .

Note that for a choice of uniform distribution as the
reference policy, the KL-regularized objective is equivalent
to the maximum entropy objective [9] (up to a constant).
Therefore, we only consider the more general case of KL-
regularized objective from hereon.

In risk-sensitive RL, some notion of risk, e.g., higher
moments of return, has been incorporated into the desired
system’s performance measure. Exponential criteria (expo-
nential in the total reward over system’s trajectory) is a
particular example of such risk-sensitive objective, i.e.,

Jβ (θ) :=
1
β

logEτ∼ρθ

[
exp{βR(τ)}

]
(4)
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where the risk parameter β ∈R is a constant design param-
eter, which controls the level of risk-seeking or risk-averse
behaviour of the agent [18]–[25].

B. Probabilistic Graphical Model

It has been shown that the Reinforcement Learning prob-
lem can be modeled as a Probabilistic Graphical Model
(PGM) with factors of the form pst+1,st (at) by modeling rela-
tionship between state st , action at and successor-state st+1,
and introduction of a fictitious binary optimality variable
denoted by ot at each time-step to incorporate the notion
of reward into the graphical model. Such a view of Rein-
forcement Learning and the connection between inference
and control have a long history. We refer the reader to a
recent tutorial paper on the subject [29] for more detailed
historical remarks, explanation, and intuition.

The optimality variable is equal to one, ot=1, if time-step
t is optimal and equal to zero, ot=0, if time-step t is not
optimal (hence the name optimality variable). For brevity, we
use ot and o′t to denote ot=1 and ot=0, respectively. We also
use O1:T to denote the event that the optimal action was taken
at each time-step during an episode, i.e., O1:T=(o1,· · · ,oT ).
The choice of the probability distribution of the optimality
variable conditioned on the state-action pair p(ot |at ,st) =
p(ot = 1|at ,st) defines the meaning of optimality and hence
the task in hand.

Fig. 1. Reinforcement Learning as a Graphical Model

The joint probability of observing trajectory τ and being
optimal at all time-steps is given by

p(O1:T ,τ) = p1

T

∏
t=1

p(at |st)p(st+1|st ,at)p(ot |at ,st) (5)

where the action prior is denoted by p(at |st). We as-
sume that the action prior p(at |st) is a constant corre-
sponding to a uniform distribution over the actions space.
This assumption does not introduce any loss of generality,
because any non-uniform prior p(at |st) can be incorpo-
rated instead into p(ot |st ,at). For example, the choice of
p(ot |st ,at)=π(at |st ;θ)eβ rt where β is a positive constant
incorporates such non-uniform prior.

Remark 1: Modeling RL problems as probabilistic infer-
ence on graphs allows for application of numerous exact and
approximate inference tools for solving the RL problem. The
RL algorithms based-on Expectation-Maximization (EM) are
an example of a class of algorithms that have been benefited
from this probabilistic perspective.

III. MAIN RESULTS

In this section, we explore the relation between the KL-
regularized objective and the risk-sensitive exponential cri-
teria. We first establish that the maximization of the risk-
sensitive exponential criteria with a positive risk parameter
over the policy parameter is equivalent to maximizing the
KL-regularized RL objective jointly over the policy and the
reference policy parameters. Then, we show that the iterative
optimization scheme involving the KL-regularized objective
at the core of a number of RL algorithms, such as TRPO and
MPO, is an iterative optimization method that is aiming to
maximize the risk-sensitive exponential criteria. We give an
interpretation of this iterative procedure as the Minorization-
Maximization (MM) of the expected cumulative reward.
Finally, we end this section by providing a probabilistic
explanation on imporved performance of such risk-sensitive
objectives in practice.

A. The Connection Between The KL-regularized Objective
and The Risk-sensitive Exponential Criteria

Recall that T is the space of all possible trajectories
(scenarios), which in general, may be a finite set or an infinite
set depending on the state space and the action space. Let
F be a σ -algebra on the space of all possible trajectories
T , i.e. a family of subsets of T that contains the empty-set
/0 and is closed under complements and countable unions.
Then (T ,F ) is a measurable space and ρθ : T → [0,1] (cf.
Eq.(1)), which is the systems’ trajectory distribution under
the policy πθ (· | ·) parametrized by θ ∈ Rd , is a probability
measure on the measurable space (T ,F )— that is to say,
(T ,F ,ρθ ) is a probability space.

Also, recall that the total reward over a trajectory is
a mapping from the space of all trajectories to the reals
R : T →R where R(τ) is the total reward over the systems’
trajectory when the trajectory τ ∈ T is realized—that is,
R is a random variable. Let R be a given linear space
(vector space) of such random variables R : T → R which
contains the constants, e.g., Lp(T ,F ,ρθ ) where 1≤ p≤∞.
Of particular interest is the space of all bounded random
variables, i.e., R=L∞(T ,F ,ρθ ). Then, note that the risk-
sensitive exponential criteria Jβ (θ) : R→ R (cf. Eq. (4)) is
a function from such linear space R to the reals, that is to
say, Jβ (θ) is a risk measure. It is well-known that the risk-
sensitive exponential criteria (cf. Eq. (4)) for a positive risk
parameter β>0 is a Convex risk measure, that is to say, it
satisfies the properties of (1) monotonicity, (2) translation
invariance, and (3) convexity, i.e., for all R and R′∈R:

1) Monotonicity. R≤ R′⇒ Jβ (θ ,R)≤ Jβ (θ ,R′)
2) Translation invariance. For m∈R,

Jβ (θ ,R+m) = Jβ (θ ,R)+m

3) Convexity. For 0≤α≤1,

Jβ (θ ,αR+(1−α)R′)≤ αJβ (θ ,R)+(1−α)Jβ (θ ,R
′)

It is easy to verify the preceding properties for the expo-
nential criteria (cf. Eq (4)). We used Jβ (θ ,R) to explicitly
indicate the dependence of Jβ (θ) on the random variable R.
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By the dual representation theorem of Convex risk mea-
sures [30], [31], the exponential criteria has a dual represen-
tation given by [30]

Jβ (θ) = sup
θ̂

{
Eτ∼ρ

θ̂

[
R(τ)

]
− 1

β
DKL

(
ρ

θ̂
(τ),ρθ (τ)

)}
where the support of ρ

θ̂
is contained within the support of

ρθ , that is to say, ρ
θ̂

is absolutely continuous with respect
to ρθ . Note that the support of a probability distribution ρθ

is defined as the set {τ ∈T |ρθ (τ)>0}.
The dual representation of the exponential criteria pre-

sented here is an application of the theorem of dual repre-
sentation of Convex risk measures [30], [31] for the special
case of entropic risk measure. For the general statement of
the theorem, proof, and detailed explanation, please see [30],
[31] and references therein.

By noting the definition of the trajectory distribution ρθ

(cf. Eq (1)), It can be shown that, see Theorem 5 in [32],

DKL

(
ρ

θ̂
(τ),ρθ (τ)

)
= TEτ∼ρ

θ̂

[
DKL

(
π

θ̂
(·|st),πθ (·|st)

)]
where T is the time horizon. Thus, we have

Jβ (θ) = sup
θ̂

Eτ∼ρ
θ̂

[
R(τ)− T

β
DKL

(
π

θ̂
(·|st),πθ (·|st)

)]
(6)

where the support of π
θ̂

is contained within the support of
πθ . Note that such condition can be satisfied, for example, if
the policies are always non-zero for all actions given a state.

Recall Jλ
KL(θ̂ ,θ)=Eτ∼ρ

θ̂

[
R(τ)− λDKL

(
π

θ̂
(·|st),πθ (·|st)

)]
(cf. Eq. (3)). Thus, the exponential criteria with a risk
parameter β>0 and for a given policy parameter θ is equal
to the supremum of the KL-regularized objective for a given
reference policy parameter θ and the regularization weight
λ=T/β , that is,

Jβ (θ) = sup
θ̂

J
T
β

KL (θ̂ ,θ) (7)

For notational simplicity, from hereon, without loss of
generality, we assume that the supremum can be attained and
we use a max operator instead of sup operator. Our results
hold for sup operator as well.

The dual representation of the exponential criteria (cf.
Eq. (7)) reveals the relationship between the exponential
criteria (cf. Eq. (4)) and the KL-regularized RL objective
(cf. Eq. (3)). We formally state the relationship between the
exponential criteria and the KL-regularized RL objective in
the following theorem.

Theorem 1: The maximization of the exponential criteria
Jβ (θ) (cf. Eq (4)) with a positive risk parameter β>0 is
equivalent to the maximization of the KL-regularized objec-
tive JKL(θ̂ ,θ) (cf. Eq. (3)) jointly over the policy parameters
θ̂ and the reference policy parameters θ , that is,

argmax
θ

Jβ (θ) = argmax
θ̂ ,θ

J
T
β

KL (θ̂ ,θ)

where

J
T
β

KL (θ̂ ,θ) = Eτ∼ρ
θ̂

[
R(τ)− T

β
DKL

(
π

θ̂
(·|st),πθ (·|st)

)]

is the KL-regularized objective with reference policy param-
eter θ and the regularization weight T/β with T being the
time horizon.

Proof: It follows straightforward from the dual repre-
sentation of exponential criteria (cf. Eq (6)) and the definition
of KL-regularized objective (cf. Eq (3)).

Remark 2: Theorem 1 suggests that the risk-sensitive ex-
ponential criteria has an inherent mechanism for considering
the optimal reference policy in the KL-regularized objective.

Remark 3: Solving an optimization problem over two
sets of disjoint variables, such as the optimization of the
KL-regularized objective jointly over the policy parameter
θ̂ and the reference policy parameter θ (cf. Theorem 1),
can be attempted using a multitude of optimization methods.
Alternating Optimization (AO) [33] methods, e.g., Alter-
nating Gradient Descent (A-GD), which is a simple and
popular algorithm, provide one prospect for solving such
joint optimization problems. Alternating Optimization meth-
ods are iterative procedures for maximizing (or minimizing)
a multi-variable function jointly over all variables by alter-
nating restricted maximization over the individual subsets
of variables— that is to say, the joint optimization problem
given in Theorem 1 can be solved by fixing the reference
policy parameter obtained from the previous iteration, staring
from some initial value, optimizing over the policy param-
eter, and then fixing the policy parameter with the value
obtained and optimizing over the reference policy parameter;
repeating these two steps until a stopping condition is met.
That is,

θ̂t+1 = argmax
θ̂

J
T
β

KL (θ̂ ,θt), θt+1 = argmax
θ

J
T
β

KL (θ̂t+1,θ)

A similar iterative optimization procedure for the class of
Path Integral control problems, a restricted class of non-liner
control problems with arbitrary dynamics and state cost, but
with a linear dependence of the control on the dynamics and
quadratic control cost, and for the special case of linearly
parameterized policies, have been suggested in [34].

B. Iterative Policy Optimization Based on KL-regularized
Objective and Its Connections to Risk-sensitive RL with
Exponential Criteria

Although Alternating Optimization algorithms (c.f. Re-
mark 3) have not been well explored to develop RL algo-
rithms and is the subject of our future work, similar iterative
algorithms based on the KL-regularized objective are at the
core of well-known RL algorithms, such as Trust Region
Policy Optimization (TRPO) [10] and Maximum A Posterior
Optimization (MPO) [11], which consist of an iterative
procedure in which at each time-step, the reference policy
parameter is fixed to the policy parameter obtained from
the previous time-step, starting from some initial reference
policy parameter, and then optimizing the KL-regularized
objective over the policy parameter; repeating the two steps
until convergence. Note that this iterative procedure is differ-
ent from the Alternating Optimization procedure described
in Remark 3.
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We show that this iterative optimization procedure is an
attempt to approximately maximize the risk-sensitive expo-
nential criteria. We first formally state the relation between
the maximization of the risk-sensitive exponential criteria
and the iterative optimization procedure in the following
theorem and give the proof immediately after. Then, we offer
an interpretation of the iterative optimization procedure as
the use of Minorization-Maximization (MM).

Theorem 2: The following iterative optimization scheme
is an iterative attempt to maximize the exponential criteria
with a positive risk parameter β>0,

θt+1 = argmax
θ̂

J
T
β

KL (θ̂ ,θt)

where

JKL(θ̂ ,θt) = Eτ∼ρ
θ̂

[
R(τ)− T

β
DKL

(
π

θ̂
(·|st),πθt (·|st)

)]
(cf. Eq. (3)), is the KL-regularized objective with the regu-
larization weight T/β and the reference policy parameter
θt obtained from the previous time-step, starting with an
arbitrary initial parameter θ0.

Proof: We first show that at each time-step, the iterative
procedure described in Theorem 2 generates a parameter
policy for which the exponential criteria has a value at least
as high as the policy parameter in the previous time-step. To
see that, by using Eq. (7), we have

Jβ (θt+1) = max
θ̂

J
T
β

KL (θ̂ ,θt+1)

≥ J
T
β

KL (θt+1,θt+1)

= Eτ∼ρθt+1

[
R(τ)

]
≥ Eτ∼ρθt+1

[
R(τ)− T

β
DKL

(
πθt+1(·|st),πθt (·|st)

)]
= J

T
β

KL (θt+1,θt)

= Jβ (θt)

The second line follows from the definition of sup op-
erator, that is, the supremum is greater than or equal to
the value of the function for any value of the decision
variable, e.g. θt+1. The third line is straightforward use of
Eq. (3) by noting that DKL

(
πθt+1(·|st),πθt+1(·|st)

)
=0. The

forth line follows directly from the non-negativity of KL
divergence. The fifth line follows from the definition of the
KL-regularized objective (cf. Eq. (3)). The last line follows
from the iterative procedure that generates θt+1 by noting
that θt+1 = argmax

θ̂
JKL(θ̂ ,θt), that is to say,

J
T
β

KL (θt+1,θt) = argmax
θ̂

J
T
β

KL (θ̂ ,θt) = Jβ (θt)

Thus, we have shown that at each iteration of the iterative
scheme the value of the exponential criteria is increased.
Jβ (θ) will converge to a local optimum or a saddle point as
t goes to infinity.

Then, it is easy to see that the KL iterative optimization pro-
cedure can be thought of as the Minorization-maximzaition
(MM) algorithm for optimizing the risk-neutral expected

cumulative reward. The KL-regularized objective J
T
β

KL (θ̂ ,θt)
(cf. Eq (3)) minorizes the risk-neutral expected cumulative
reward J(θ) (cf Eq. (2)), that is, it is tangent to the expected
cumulative reward at a given policy parameter θt and it is
dominated by the expected cumulative reward at all points,
i.e.,

J(θt) = J
T
β

KL (θt ,θt), J(θ)≥ J
T
β

KL (θ ,θt) ∀θ ∈ Rd

where θt+1 = argmax
θ̂

J
T
β

KL (θ̂ ,θt)

To see the connection between the described iterative
optimization procedure and the Minorization-Maximization
scheme, recall the KL-regularized objective (cf. Eq. (3)). By
non-negativity of KL divergence, we can see that the risk-
neutral expected cumulative reward at the point θt , J(θt),
is lower bounded by the KL-regularized objective with any
regularization weight, e.g. T/β , and any reference policy
parameter θ . By noting that DKL

(
πθt (·|st),πθt (·|st)

)
=0, we

can see the lower bound is tight when the policy parameter
θ̂ is equal to the reference policy parameter.

Thus, the KL-regularized objective can be treated as a
surrogate function to the risk-neutral expected cumulative
reward. To maximize the expected cumulative reward Jβ (θ),
one can maximize the surrogate function for θ to generate
the next iterate, starting from some initial value,

θt+1 = argmax
θ̂

J
T
β

KL (θ̂ ,θt)

C. A probabilistic Intuition

We so far have explored the relation between the risk-
sensitive exponential criteria and the KL-regularized based
RL algorithms. We now offer a probabilistic intuition to make
the case as why optimizing such risk-sensitive objectives lead
to an optimal (near-optimal) behaviour. In our prior work
[35], using the Probabilistic Graphical Model framework,
we have shown that in Reinforcement Learning setting with
negative (resp. positive) reward structure, the maximization
of the risk-sensitive exponential with positive (resp. negative)
risk parameter β>0 (resp. <0), is equivalent to maximizing
the probability of taking an optimal action at all time-steps
during an episode—that is,

argmax
θ

Jβ (θ) = argmax
θ

p(O1:T )

By noting the probabilistic interpretation of exponential
criteria, we can see that the iterative optimization procedure
is an iterative scheme to optimize the probability of being
optimal at all time-steps during an episode.

Also, the maximization of the KL-regularized objective
for a given reference policy parameter can be though of
as an attempt towards approximate maximization of the
exponential criteria and hence the probability of taking the
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optimal action at all time steps during an episode. To see
this, not that for any given set of parameters θ and θ̂

max
θ

Jβ (θ)≥ Jβ (θ) = sup
θ̂

J
T
β

KL (θ̂ ,θ)≥ J
T
β

KL (θ̂ ,θ)

Note that the given reference policy determines how tight
the lower-bound would be.

IV. CONCLUSION

We showed that the maximization of risk-sensitive ex-
ponential criteria is equivalent to maximizing the KL-
regularized RL objective jointly over the policy and the
reference policy, which in turn is equivalent to maximizing
a lower bound on the probability of taking an optimal action
at all time-steps during an episode. We also established that
iterative optimization procedures based on KL-regularized
and maximum-entropy objectives are iterative procedures for
optimizing the risk-sensitive exponential criteria. We believe
a taxonomy of RL algorithms can be created by exploring
their relationship with risk-sensitive exponential criteria and
their approach in optimizing the exponential criteria.
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