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Abstract— In this paper we present a modular Q-learning
framework to deal with the robot task planning, runtime
monitoring and self-correction problem. The task is specified
using metric interval temporal logic (MITL) with finite time
constraints. We first construct a runtime monitor automa-
ton using three-valued LTL (LTL3), and a sub-task MITL
monitor is constructed by decomposing and augmenting the
monitor automaton. During the learning phase, a modular Q-
learning approach is proposed such that each module could
learn different sub-tasks. During runtime, the sub-task MITL
monitors could monitor the execution and guide the agent for
possible self-correction if an error occurs. Our experiments
show that under our framework, the robot is able to learn
a feasible execution sequence that satisfies the given MITL
specifications under finite time constraints. When the runtime
environment becomes different than the learning environment
and the original action will violate the specifications, the robotic
agent is able to self-correct and accomplish the task if it is still
possible.

Index Terms— Runtime Monitoring, Self-Correction, Metric
Interval Temporal Logic, Modular Q-learning

I. INTRODUCTION

Guiding a mobile robot to accomplish the desired tasks
safely and quickly is one of the essential topics in robotic
planning. To adapt to unknown environments, learning ability
is important for mobile robots. Linear temporal logic (LTL)
allows one to specify more complicated mission tasks that
are hard to express and to achieve by conventional methods
[3]. Reinforcement learning with linear temporal logic (LTL)
specifications has been considered in several recent studies,
such as [6][11][12][15][16]. The basic idea is to translate the
temporal logic specification into an automata-based structure,
model the agent as a markov decision process (MDP) and
construct a product MDP for assigning the rewards. Time be-
havior is a most important issue for the autonomous systems
of interest, and it is critical for many robotic tasks. The above
methods with LTL, however, are not capable of providing
the framework needed for the autonomous systems to plan
under finite time constraints. Metric Interval Temporal Logic
(MITL) and signal temporal logic (STL) allows finite time
constraints to be added to the specifications. Reinforment
learning with MITL and STL are considered in [17] and [14],
respectively. However, both works make the assumption that
the runtime environment is the same as the training environ-
ment and only a single objective is considered. In practice,
this is not always the case. During runtime execution, there
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may be additional obstacles in the environment; and a robotic
investigation task could be specified as: “Investigate either
position a or position b, and return the information to position
c”, where the task could be accomplished by multiple ways.
In this paper, we propose a sub-task monitor design based on
the temporal logic specifications, and enables the re-planning
ability for the robotic agent when the runtime environment
is different from the training environment. Traditional Q-
learning algorithms will have trouble executing the task
correctly if the environment has changed since the Q values
are trained and stored offline. We propose a modular Q-
learning method which is able to monitor the runtime task
execution, and try to self-correct if the original plan fails. A
number of two-valued semantics for LTL on finite traces have
been proposed [19][20][21]. When monitoring a temporal
logic specification at a given time, there could be at least
three different situations: first, the specification is already
satisfied; second, the specification is already violated; and
third, the specification could either be satisfied or violated
depending on future continuation [4]. However, all the two-
valued logic must evaluate to true or false prematurely since
it cannot reflect the third and inconclusive case properly.
LTL3, which is the 3-valued LTL, is designed for reasoning
about LTL properties for finite executions and has been
used for runtime verification [4]. Runtime monitor design
for robotic agents and distributed system has been discussed
in [8] [7]. We propose to first convert the untimed temporal
logic specifications into a LTL3 monitor automaton, and
then leverage the unique deterministic property to design
our sub-task MITL monitor automaton by decomposing and
augmenting the LTL3 monitor automaton.

The contributions of this paper are as follows. First, we
propose the design of the sub-task MITL monitor automaton
by decomposing and augmenting the LTL3 monitor automa-
ton, and use it to guide the modular Q-learning process,
where each module could learn a different sub-task from the
specification. Second, we propose to define reward functions
for each learning module based on the sub-task monitor
progression. Finally, we use the sub-task MITL monitors to
guide possible self-corrections when re-planning is needed
during runtime.

The remainder of this paper is organized as follows:
section II discusses the preliminaries and definitions needed
in this paper. In section III, we give our details for the
monitor guided q-learning process. Section IV shows the case
study results for two different scenarios and we conclude in
section V.
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II. PRELIMINARIES

Definition II.1. An atomic proposition is a statement about
the system variables (x) that is either True (>) or False (⊥)
for some given values of the state variables.

Definition II.2. (Linear Temporal Logic) The syntax of LTL
formulas are defined according to the following grammar
rules:

φ ::= T |π | ¬φ1 |φ1 ∧ φ2 | dφ1 |φ1 U φ2 |φ1 Rφ2 (1)

With LTL formulas φ1, φ2, propositions π ∈ Π, and the
Boolean constant T “true ”. The syntax includes the Boolean
operators ¬ “not” and ∧ “and”, as well as the temporal
operator d “next”, U “until”, and “release”. The temporal
operators “or”: φ1 ∨ φ2, “implies”: φ1 → φ2, “eventually”:
♦φ1, “always”: �φ1 can be represented using the grammar
described in the definition.

To formalize satisfaction of LTL properties at run time,
in [4], the authors propose semantics for LTL3, where the
evaluation of a formula ranges over three values {>, ⊥, ?}
(denoted LTL3). The value ? expresses the fact that it is
not possible to decide on the satisfaction or violation of a
property, given the current program finite trace. We denote
the set of all finite words over

∑
by

∑∗ and the set of all
infinite words by

∑ω . For a finite word u and a word w,
we write u · w to denote their concatenation.

Definition II.3. (LTL3 semantics). Let α ∈
∑∗ be a finite

trace. The valuation of an LTL3 formula φ with respect to
α, denoted by [α |= φ], is defined as follows:

[α |= φ] =


> if ∀ω ∈

∑ω
: α · ω |= φ

⊥ if ∀ω ∈
∑ω

: α · ω 6|= φ

? otherwise
Note that the syntax [α |= φ] for LTL3 semantics is

defined over finite words as opposed to α |= φ for LTL
semantics, which is defined over infinite words. For example,
given a finite program trace σ = a0a1...an , property ♦p
holds if and only if ai |= p, for some i, 0 ≤ i ≤ n.
Otherwise, the property evaluates to ?. LTL3 specifications
could be transformed into a monitor automaton [4] to monitor
the runtime execution. In the following context, we denote
the states that are evaluated to “>” as “good states” (green),
states that are evaluated to “⊥” as “bad states” (red), and
states that are evaluated to “?” as “neutral states” (yellow).

Definition II.4. (LTL3 Monitor Automaton). Let φ be an
LTL formula over atomic propositions AP . The monitor
automaton Mφ of φ is the unique deterministic finite-state
automaton (DFA) Mφ = (AP,Qφ, q0, δ, λ), where Qφ is
the set of states, qφ0 is the initial state, δ ⊆ Qφ ×AP ×Qφ
is the transition relation, and λ is a function that maps each
state in Qφ to a values in {>,⊥, ? }, such that for any finite
trace α ∈

∑∗:
[α |= φ] = λ(δ(qφ0 , α))

Fig. 1: The monitor automaton for property φ = (¬d U e) ∧
(♦d), the yellow states are the “neutral states”, the green
state is the “good state” and the red state is the “bad state”

For example, Fig 1 shows the monitor automaton for
property φ = (¬d U e) ∧ (♦e), where λ((0, 0)) = λ((1, 1))
= ?, λ((−1, 1)) = ⊥ and λ((1,−1)) = T. The specification
requires position d is not visited until position e is visited,
and eventually d needs to be visited. Notice that state (−1, 1)
and (1,−1) is a final state with no outgoing transition to
other states. This is because once verdicts > or ⊥ are
reached, according to Definition II.3, they cannot change.

Remark II.1. However, there remain many properties which
are non-monitorable: consider for example the specification
φ = �(a→ ♦b), which requires “once position a has been
visited, position b will always be visited eventually.” No
finite word is a good or bad prefix for φ and therefore, this
property is always evaluated to an “?” state. [10] discusses
a more detailed evaluation of such an inconclusive state for
LTL3 by defining “presumably false” and “presumably true”
states, where such kind of evaluation is not possible using
LTL.

Definition II.5. (Metric Interval Temporal Logic) The syntax
of MITL formulas are defined according to the following
grammar rules:

φ ::= > |π | ¬φ1 |φ1 ∧ φ2 | dφ1 |φ1 UI φ2 | (2)

where e I ⊆ [0,∞]. UI symbolizes the timed Until operator.
Sometimes we will represent U[0,∞] by U. Other Boolean
and temporal operators such as conjunction (∨), eventually
within I (♦I ), always on I ( �I ) etc. can be represented
using the grammar described in the definition. For example,
we can express time constrained eventually operator ♦Iφ ≡
> UIφ and so on.

Definition II.6. The semantics of any MTL formula φ is
recursively defined over a trajectory (ξ, t) as:
• (ξ, t) |= π iff (ξ, t) satisfies π at time t
• (ξ, t) |= ¬φ1 iff (ξ, t) does not satisfiy π at time t
• (ξ, t) |= φ1 ∧ φ2 iff (ξ, t) |= φ1 and (ξ, t) |= φ2
• (ξ, t) |= dφ1 iff (ξ, t+ 1) |= φ1
• (ξ, t) |= φ1 UI φ2 iff ∃ s ∈ I such that (ξ, t+ s) |= φ2

and ∀s′ ≤ s it holds that (ξ, t+ s′) |= φ1
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Definition II.7. (Timed Automata) A timed automaton is a
4-tuple:A = (L,X, l0;E)

• L is a finite set of locations
• X is a finite set of clocks
• l0 ∈ L is an initial location
• E ⊆ L×C(X)×2X ×L is a set of edges, where C(X)

are the clock constraints

Definition II.8. (Robot Model). The robot model R =
(S, s0, A, T,AP,L) is a tuple over a finite set of states S
where A is a finite set of actions. T ⊆ S × A × S is the
transition relation, and s0 is the initial state. AP is a finite set
of atomic propositions and a labeling function L : S → 2AP

assigns to each state s ∈ S a set of atomic propositions L(s)
⊆ 2AP . Assume that the set of available actions at state s is

As ⊆ A. We use s a
′
−→ s′ to denote a transition from state

s ∈ S to state s′ ∈ S by action a′ ∈ As.

In this paper, we consider a grid-like environment
where the state of the robot is its location and the
robot is able to move in four directions with different
velocities, i.e, the set of actions for the robot is A =
{left1, right1, up1, down1, left2, right2, up2, down2},
where left1 means move one unit left, and up2 means
move two units up, etc. We could use the labeling function
to assign the atomic proposition to each state. For example,
we could label the locations of interest using a, b, c, etc,
and all locations inside the black circles as “obs”. Then the
specification φm = (¬a U b) ∧ ♦a ∧ �¬obs means “visit
position b first (marked as yellow circle) before reaching
position a (marked as red circle), and eventually reaching
position a while avoiding obstacles at all times.”

Fig. 2: Task Planning Workspace. The red circle is the
starting point, a, b, c, d, e are the locations of interests. obs
is the set of obstacle locations, and the obstacles are marked
in black.

III. MONITOR GUIDED MODULAR Q-LEARNING

In this section, we discuss our modular reinforcement
learning process guided by the sub-task monitor. We first
discuss how to generate the sub-task monitor and guide

our modular Q-learning process, and then we discuss how
the sub-task monitor automaton could be used to guide the
runtime correction process.

A. Classical Q-learning Algorithm

The Q-learning algorithm [5] uses the notation Q(S, a) to
represent the value function. Here, (S, x) is called the state
action pair. S is the state of a given agent and a is the action
we take at that state. q̂n can be viewed as the observation
and can be calculated as follows:

q̂n = R(Sn, an) + γmax
a

Qn−1(Sn+1, a). (3)

We then update our value function using the observations:

Qn(Sn, xn) = (1− αn−1)Qn−1(Sn, an) + αn−1q̂
n (4)

Here Sn is the current state and an is the action we take
at this state. R(Sn, an) is the immediate reward of a state
action pair, αn is the step size at each iteration, γ is
the forgetting factor, and Sn+1 is the next state given the
current state and the action. The convergence of Q-learning
is guaranteed as long as we visit every state-action pair
infinitely often and choose a suitable step size [5]. One
drawback of classical Q-learning is that once the training
process is finished, the Q values for every state and action
pair become fixed. If the environment becomes different than
the training environment, the trained policy may no longer
be correct.

B. Modular Q-Learning Algorithm

In practice, it is quite often we do not only have a
single objective for the robotic task. Karlsson [18] developed
approaches to the problem of multiple-goal reinforcement
learning, where a separate learning module is created for
each component MDP. Following a similar idea, given a
monitor automaton, we define a sub-task monitor as follows:

Definition III.1. (Sub-task LTL Monitor). Given a LTL3
monitor automaton Mφ = (AP,Qφ, q0, δ, λ), a sub-task
monitor Mφ

LTLsub is defined as a transition system starting
from q0, ending in a state q′ such that λ(q′) = >, and has
the following property: (1) each edge in Mφ has been visited
at most once (2) transition to good or neutral state accepts
exactly one atomic proposition, all other atomic propositions
leads to bad states. (3) only one good state in a sub-task
monitor

For example, Fig 4 shows the resulting LTL3 monitor
automaton Mφ for φ = ((¬d U e)→ ♦[5,10]d) ∨ (¬a U (b→
♦[10,20]c) ∧ ♦a) ∧ (�¬obs) while neglecting the time con-
straints. The monitor automaton is generated automatically
using ltl3tool1. We could then build sub-task LTL monitors
according to Definition III.1. We then generate the sub-task
MITL monitor by augmenting time constraints according to
the atomic propositions and its corresponding root task.

Definition III.2. (Root Task) An MITL formula with struc-
ture φ = (φ1 ∨ φ2 · · · ∨ φm) ∧ φs is equivalent to φ =

1The tool is available on http://ltl3tools.sourceforge.net/
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(φ1 ∧ φs) ∨ (φ2 ∧ φs) · · · ∨ (φm ∧ φs). We denote each
Fi = (φi ∧ φs) as the root task of the specification. The
MITL formula is satisfied by satisfying any of the root task.

In this paper, we assume that it is not possible to ac-
complish two different root tasks with the same execution
sequence, i.e, for a finite sequence α, it is not possible that
[α |= Fi] and [α |= Fj ] for i 6= j. This is often true in
practice, since otherwise there is no need to set different
objectives for the robotic agent. Under this assumption, we
could always associate the sub-task LTL monitor with its
corresponding root task.

Definition III.3. (Sub-task MITL Monitor). Given a sub-task
LTL monitor Mφ

LTLsub and its corresponding root task Fi,
let Ω denote the set of atomic propositions for root task Fi. If
Fi contains temporal operators such as [·] U[t1,t2] ρ,♦[t1,t2]ρ,
or �[t1,t2] for ρ ∈ Ω, a sub-task MITL monitor Mφ

sub can be
constructed by adding a clock constraint t1 ≤ x ≤ t2 to the
transition that accepts exactly ρ on Mφ

LTLsub.

Fig 3 shows two sub-task MITL monitors for the MITL
specification φ. Note that the unique construction of the
sub-task MITL monitor is possible due to the unique de-
terministic property of LTL3 monitor automaton [4], i.e,
given a finite trace α, the transition δ(qφ0 , α) is deterministic.
This is not the case with the traditional LTL to Büchi
automaton construction, where the Büchi automaton is non-
deterministic [2].

Remark III.1. In this work we consider each atomic propo-
sition is only attached to at most one clock constraints, i.e,
specifications such as ♦[t1,t2]�[t3,t4]ρ are not considered in
this paper.

We perform the reinforcement learning in the extended
state space, Sexti = S ×Qφi × V φ, where i ∈ {1, 2, · · · , N}
is the index for the sub-task MITL monitor, N is the total
number of sub-task monitors for the given specification, and
is equal to the number of distinct simple paths (each edge
in Mφ can be visited at most once in a simple path) from
q0 to q′, S is the state for the workspace, Qφ is the sub-task
MITL monitor state, and V φ is the set of clock valuations for
the clocks in X . The clock is initially deactivated by setting
ẋ = 0, and will only activate once it reaches a state with
invariant ẋ = 1.

C. Reward Function

Consider a task which requires a sequential order of
visiting different positions with time constraints, it is not
enough to define our reward function only based on the
positions, since this could not capture neither the sequential
requirement nor the time constraints. In this work we pro-
pose to define our reward function over the sub-task MITL
monitor automaton based on the progression of satisfying the
temporal logic specification. Since each sub-task monitor is
trained separately, the reward function will also be different
for each learning process.

(a) MITL monitor Mφ,3
sub (b) MITL monitor Mφ,4

sub

Fig. 3: Two sub-task MITL monitors for Mφ. Note that in
(a), clock constraint is added to the transition with condition
c, but in (b) no clock constraint is added to the transition
with condition c. This is because the root task is different
for (a) and (b). x is the clock variable. ẋ = 0 means the
clock is deactivated and x will not change. ẋ = 1 means the
clock is active and x will increase by one after taking an
action.

Definition III.4. (Sub-task Monitor Progression). Let Mφ
sub

be a sub-task monitor, Qφ> be the “good” state , Qφ⊥ be the
“bad” state, and qφ is the current state. We define the sub-
task monitor progression using a metric d. d is the shortest
distance from qφ to Qφ>. Note that Qφ> has a d value of 0,
and any state in Qφ⊥ has a d value of infinity.

With the definition of monitor progression, we could
define the reward function as follows. The reward function
observes the current state s and action a and also observes
the subsequent state s′ and gives the agent a scalar reward
according to the following rule:

Rs
⊗
,a =


rp if [α |= φ] 6= ⊥ and d(s) > d(s′)

rn if [α |= φ] = ⊥ and d(s′) =∞
rs = 0 if [α |= φ] 6= ⊥ and d(s) = d(s′)

(5)

Assumption III.1. (Safe exploration). We assume the
robotic agent is able to recognize the surrounding locations,
i.e, the locations it could reach with one single action from
current position. During the learning process, the agent A
receives an action command a at state s, it will only execute
the command if the next state s′ 6∈ Qφ⊥. The agent will
receive a penalty for the action but the action will not be
executed if s′ ∈ Qφ⊥.

The reward function will give a positive reward rp if the
next state has a better progression, i.e. smaller d value. It will
give a negative reward rn if the next state is a “bad state”. It
will give a neutral reward rs = 0 if the progression stays the
same. Note that it is possible to get a positive reward even
if the monitor automaton is at a neutral state, as long as it
progress to a smaller “d” value with the current action. A
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Fig. 4: LTL3 monitor automaton Mφ for φ = ((¬d U e)→ ♦[8,15]d) ∨ (¬a U (b→ ♦[5,10]c) ∧ ♦a) ∧ (�¬obs). Transitions
with multiple labels such as a ∧ b are removed since it is impossible to be at position a and b at the same time.

separate Q-table is created for each sub-task MITL monitor.

q̂n = R(Sext,ni , an) + γmax
a

Qn−1i (S
ext,(n+1)
i , a). (6)

We then update our value function using the observations:

Qni (Sext,ni , an) = (1− αn−1)Qn−1i (Sext,ni , an) + αn−1q̂
n

(7)
The complete procedure of our modular Q-learning frame-
work is summarized in Algorithm 1.

Algorithm 1 Monitor Guided Reinforcement Algorithm

1: Transform MITL specification φ into a LTL3 monitor
automaton

2: Construct all sub-task MITL monitors according to Def-
inition III.1 - Definition III.3

3: Select a sub-task Monitor Mφ,i
sub, ∀i ∈ {1, 2, · · · , N}

4: Construct the extended state Sexti

5: Initialize Q values for each of the module as 0
6: Start episode
7: Initialize the agent at a random location
• Choose exploit or explore according to ε-greedy ex-

ploration
• Receive reward based on the sub-task monitor pro-

gression
• Update Q value based on equations (5) and (6)

8: End episode if the agent reaches a “good state”
9: Return to step 3 and repeat the process

D. Runtime monitoring and self-correction

During runtime, only one of the sub-task MITL monitors
Mφ,i
sub will be selected to guide the execution initially. Since

there may be multiple ways of accomplishing the task, one
problem is which sub-task monitor we should use during run-
time. We could have different criteria on selecting our sub-
task monitor during runtime execution. One possible choice
could be selecting the shortest distance in the workspace
such that the specification is satisfied. Note that this does

not necessary correspond to the smallest number of states
in the sub-task monitor automaton. Another possible choice
could be selecting the highest accumulating rewards, which
normally corresponds to a path with less obstacles around.
Another important problem is, when the runtime environment
becomes different than the training environment (e.g, some of
the states in the workspace becomes unreachable), the initial
execution sequence may not be able to accomplish the task.
We propose our self-correction method given as below.

Proposition III.1. (Runtime Self-Correction). Let Mφ
S de-

note the set of all sub-task MITL monitors for the task φ.
Assume the runtime execution is initally guided by sub-task
monitor Mφ,i

sub ∈ M
φ
S and α ∈

∑∗ be the finite timed trace
until current state s. The sub-task monitor will switch if at
current state s, the agent receives an action command a′ such

that s a
′
−→ s′ ∈ Qφ⊥, and there exist another sub-task monitor

Mφ,j
sub such that λ(δ(qφ0 , α)) 6= ⊥, then the sub-task monitor

will be switched to Mφ,j
sub.

During runtime execution, while only one module is
guiding the execution initially, other MITL monitors are
running until they transit to a bad state. When a sub-task
MITL monitor enters the bad state, the monitor will be turned
off and infers that the corresponding sub-task is impossible
to complete. Due to our safe exploration Assumption III.1,
if the agent receives a command a at current state s that
leads to a bad state, i.e, s′ ∈ Qφ⊥, the command will not be
executed, however, the current MITL monitor will be turned
off and the agent will check if it is still able to accomplish
the task by switching to another MITL monitor.

IV. CASE STUDIES

In this section, we provide case studies for our monitor
guided reinforcement learning algorithm. The task is to
find a feasible execution sequence that satisfies the MITL
specifications, starting from the initial position. The initial
position of the robot is marked as the red circle, and the black
circles represent the obstacles. The size of the environment is
20 by 20. (x,y) is the position of the robot in cartesian space,
x and y can take any integer values between 1 and 20. The
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robot could move in four directions left, right, top, down
with speed 1 or 2. We present the results of two different
scenarios: (1) the runtime environment is the same as the
training environment (2) the runtime environment is different
than the training environment, where a rectangle obstacle is
added.

The task we consider in the case study is: “The robot can
accomplish the task by achieving either one of the objectives:
(1) do not visit position d until information is collected at
position e, then once position e has been visited, eventually
return to position d between 8 and 15 time units to report
the information; (2) do not visit position a until information
is collected at position b, and after visiting b, the robot
has to immediately visit position c between 5 and 10 time
units without visiting other locations, and eventually return
to position a to report the information.” This could be written
using MITL as:

φ =((¬d U e)→ ♦[8,15]d) ∨ (¬a U (b→ ♦[5,10]c) ∧ ♦a)

∧ (�¬obs)

The resulting LTL3 monitor automaton Mφ is shown in Fig
4. Four sub-task monitors of interest are presented in Table 1.
Fig 5 shows the resulting path guided by the sub-task MITL
monitor Mφ,3

sub = {b, c, a} when the runtime environment
is the same as the training environment. The robot is able
to satisfy the MITL specification by visiting b,c and then
a. Note that after visiting position b, the robot picks the
maximum speed (move 2 steps a time whenever it is possible)
to reach position c, since otherwise position c could not be
reached within 10 time units after visiting b. In contrast, the
robot selects speed randomly moving from c to a, since there
is no time constraint for visiting a.

TABLE I: Four sub-task monitors for φ1, each could guide
the robot to satisfy the specification

sub-task
monitors

atomic
propositions

corresponding states in Mφ

Mφ,1
sub

{e, d} (0, 0)→ (1, 1)→ (1,−1)

Mφ,2
sub

{b, e, d} (0, 0)→ (4, 3)→ (1, 1)→

Mφ,3
sub

{b, c, a} (0, 0) → (4, 3) → (12, 12) →
(1,−1)

Mφ,4
sub

{b, c, e, d} (0, 0) → (4, 3) → (12, 12) →
(13, 13)→ (1,−1)

Fig 6 shows the resulting path when the runtime environ-
ment becomes different from the training environment. In
this case, position a becomes unreachable. Initially the robot
still selects sub-task MITL monitor Mφ,3

sub = {b, c, a}, how-
ever, the original execution sequence will lead to an obstacle
while trying to reach position a. Following Proposition III.1,
the agent switches the MITL monitor to Mφ,4

sub = {b, c, e, d}.
Unlike moving from b to c, the robot does not move full
speed (move 2 steps a time whenever it is possible) from
position e to position d. This is due to the time constraint
that position d has to be visited between 8 and 15 time units
after visiting e.

Fig. 5: Resulting path by following the sub-task monitor
Mφ,3
sub = {b, c, a}. Runtime environment remains the same

as the learning environment.

Fig. 6: Resulting path by following the sub-task monitor
Mφ,3
sub = {b, c, a} initially and switch to Mφ,4

sub = {b, c, e, d}
when the robot figures out “a” is not reachable.

V. CONCLUSIONS

In this paper, we have proposed a modular reinforcement
learning framework based on the design of sub-task monitors.
Given a specification with time constraints, we construct
the LTL3 monitor automaton, and a set of sub-task MITL
monitors is then generated based on the LTL3 monitor
automaton. A modular Q-learning framework is used and
we defined the reward function for each module based on
the sub-task monitor progression. During runtime execution,
a sub-task monitor is selected initially depending on the
desired criterion to guide the robot execution. When the
task can not be accomplished, the robot is able to switch to
another sub-task monitor and tries to self-correct. Simulation
results show that with the framework we proposed, the robot
is able to learn a feasible execution sequence that satisfies
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the given MITL specification under finite time constraints.
When the runtime environment becomes different than the
learning environment and the original action will violate the
specification, the robotic agent is able to self-correct and
accomplish the task if it is still possible.
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